Towards Automated Verification of Smart Contract Fairness

Ye Liu
li0003ye@ntu.edu.sg
Nanyang Technological University
Singapore

Shang-Wei Lin
shang-wei.lin@ntu.edu.sg
Nanyang Technological University
Singapore

ABSTRACT

Smart contracts are computer programs allowing users to define and execute transactions automatically on top of the blockchain platform. Many of such smart contracts can be viewed as games. A game-like contract accepts inputs from multiple participants, and upon ending, automatically derives an outcome while distributing assets according to some predefined rules. Without clear understanding of the game rules, participants may suffer from fraudulent advertisements and financial losses. In this paper, we present a framework to perform (semi-)automated verification of smart contract fairness, whose results can be used to refute false claims with concrete examples or certify contract implementations with respect to desired fairness properties. We implement FAIRCON, which is able to check fairness properties including truthfulness, efficiency, optimality, and collusion-freeness for Ethereum smart contracts. We evaluate FAIRCON on a set of real-world benchmarks and the experiment result indicates that FAIRCON is effective in detecting property violations and able to prove fairness for common types of contracts.

KEYWORDS

Smart contract, fairness, mechanism design.

ACM Reference Format:


1 INTRODUCTION

The blockchain technology has been developed rapidly in recent years, since the introduction of Bitcoin [40] by Nakamoto in 2008. The distributed and tamper-resistant nature of blockchain has made it the perfect platform for hosting smart contracts. Smart contracts are computer programs running atop blockchain platforms to manage large sums of money, carry out transactions of assets, and govern the transfer of digital rights between multiple parties. Ethereum [58] and EOS [26] are among the most popular blockchain platforms which support smart contracts and have them applied in many areas. As of February 2020, there are over one million smart contracts deployed on Ethereum, which is a 100 fold increase since just two years ago. These smart contracts have enabled about 2.7K decentralized applications (DApps) [3] serving 20K daily users on finance, health, governance, gambling, games, etc.

The security of smart contracts has been at the center of attention, ever since their adoption in the management of massive monetary transactions. One of the most notorious cases is the DAO attack [47] on Ethereum, which resulted in a loss of $60 million, due to the reentrancy vulnerability being exploited by malicious attackers. Several gambling games on EOS, including EOS.WIN and EOSPlay, were recently hacked using a technique called the transaction congestion attack [45] and led to significant asset loss. What these incidents share in common is that certain security vulnerabilities neglected during contract development are exploited by malicious parties, causing a loss for the contract owners (and possibly other honest participants). These vulnerabilities are programming errors, indicating a mismatch between the contract developers’ expectations and how the contract code actually works. They are easy to detect once the vulnerability patterns are recognized. In fact, much research has been dedicated to preventing, discovering, and mitigating such attacks.

In contrast, the fairness issues of smart contracts have not yet attracted much attention. A smart contract is unfair to certain participants if there is a mismatch between the participants’ expectations and the actual implementation of the game rules. It is possible that a malicious party may gain an advantage over others through the exploitation of security vulnerabilities, e.g., examining other participants’ actions in a sealed game. In this paper, we would like to focus more on the fairness issues introduced by the logical design of the contracts instead, which are orthogonal to the security issues. For example, smart contracts may well be advertised as "social games" with a promised 20% return for any investment, but turn out to be "Ponzi schemes" [9]. In this case, the possibility that the game may eventually slow down and never pay back is intentionally left out. Similarly, many auction DApps claim to be safe and fair, yet it is still possible for bidders to collude among themselves or with the auctioneer to make a profit at the expenses of the others [59]. The
fairness issues mostly reside in contract logic: some of them are unfair by design, while the rest are careless mistakes. This makes the detection of such issues particularly challenging, because every case can be different and there is no hope in identifying predefined patterns. Since it is often not the contract creators’ interest at risk (or even worse when they gain at the expenses of participants), there is little incentive for them to allocate resources in ensuring the fairness of their contracts. On the other hand, it is rather difficult, for inexperienced users, to tell whether a contract works as advertised, even with the source code available.

In this paper, we present FairCon, a framework for verifying fairness properties of smart contracts. Since general fairness is largely a subjective concept determined by personal preferences, there is no universal truth when considering only a single participant. We view a smart contract as a game (or mechanism [27, 43]), which accepts inputs from multiple participants, and after a period of time decides the outcome according to some predefined rules. Upon game ending, each participant receives certain utility depending on the game outcome. With such a mechanism model, we can then verify a wide range of well-studied fairness properties, including truthfulness, efficiency, optimality, and collusion-freeness. It is also possible to define customized properties based on specific needs.

The real challenge in building the fairness verification framework is on how to translate arbitrary smart contract code into standard mechanism models. Our solution to this is to have an intermediate representation for each type of games, which has direct semantic translation to the underlying mechanism model. For instance, the key components in an auction are defined by the set of bidders, their bids, and the allocation and clear price rules of the goods in sale. To synthesize the intermediate mechanism model for an auction smart contract, we first manually instrument the contract code with customized labels highlighting the relevant components. Then we perform automated symbolic execution [33] on the instrumented contract to obtain symbolic representations for auction outcomes in terms of the actions from a bounded number of bidders. This is finally mapped to standard mechanism models where fairness properties can be checked. We either find property violations with concrete counterexamples or are able to show satisfaction within the bounded model. For properties of which we do not find violation, we attempt to prove them for unbounded number of participants on the original contract code, with program invariants observed from the bounded cases.

By introducing the intermediate representations, we could keep the underlying mechanism model and property checking engine stable. We defined an intermediate language for two types of game-like contracts popular on Ethereum, i.e., auction and voting. We implemented FairCon to work on Ethereum smart contracts and applied it on 17 real auction and voting contracts from Etherscan [4]. The effort of manual labeling is reasonably low, considering the structural similarity of such contracts. The experimental results show that there are many smart contracts violating fairness property and FairCon is effective to verify fairness property and meanwhile achieves relatively high efficiency.

Contributions. Our main contributions are summarized as follows.

• We proposed a general fairness verification framework, FairCon, to check fairness properties of smart contracts. In particular, we demonstrated FairCon on two types of contracts and four types of fairness properties.
• We defined intermediate representations for auction and voting contracts, and designed a (semi-)automated approach to translate contract source code into mathematical mechanism models which enable fairness property checking.
• In addition to discovering property violations for bounded models, we apply formal verification to prove satisfaction of properties for the unbounded cases as well.
• We implemented FairCon and evaluated it on 17 real-world Ethereum smart contracts. The results show that FairCon is able to effectively detect fairness violations and prove fairness properties for common types of game-like contracts. The dataset, raw results, and prototype used are available online: https://doi.org/10.21979/N9/0BEVRT.

Organizations. The rest of the paper is organized as follows. Section 2 illustrates the workflow of FairCon with an example. Section 3 presents a general mechanism analysis model and defines a modeling language customized for auction and voting contracts, serving as an intermediate representation between the contract source code and the underlying mechanism model. We then describe the model construction and fairness checking as well as verification techniques in Sect. 4. Section 5 gives details on the implementation and presents the evaluation results. Sections 6 and 7 compare FairCon with the related work and conclude the paper, respectively.

2 FAIRCON BY EXAMPLE

In this section, we use an auction contract to illustrate how our approach works in constructing the intermediate mechanism model and verifying fairness properties.

Example 2.1. Figure 1 shows a simplified Ethereum smart contract, named CryptoRomeAuction, written in Solidity [51], taken from Etherscan.1 The contract implements a variant of open English auction for a blockchain-based strategy game, where players are allowed to buy virtual lands with cryptocurrencies. The auction is given a predefined life cycle parameterized by start and end times. A participant can place a bid by sending a message to this contract indicating the value of the bid. The address of the participant and the bid amount are stored in variables msg. sender and msg. value, respectively. The address of the current highest bidder is recorded in highestBidder (Line 9), and a mapping refunds is used to keep the contributions of each participant (Line 10) for possible refunding later. The bid() function (Lines 11–21) is triggered upon receiving the message. The bid is rejected if the bid amount is no more than the sum of the current highest bid and the minimal increment value duration (Lines 13–15). Otherwise, the previous highestBidder gets a refund (Lines 16–18), and the highestBidder (Line 19) and highestBid (Line 20) are updated accordingly.

Threats to Contract Fairness. One way that CryptoRomeAuction can become unfair to the participants is through the so called shill

1https://etherscan.io/address/0x760898e1e75dd7752db30bafa92d5f7d9e329a81
Towards Automated Verification of Smart Contract Fairness

ESEC/FSE ’20, November 8–13, 2020, Virtual Event, USA

1 contract CryptoRomeAuction {
2 /** FairCon Annotations
3 @individual(msg.sender, msg.value, VALUE)
4 @allocate(highestBidder)
5 @price(highestBid)
6 @outcome(bid())
7 */
8 uint256 public highestBid = 0;
9 address payable public highestBidder;
10 mapping(address=>uint) refunds;
11 function bid() public payable{
12 uint duration = 1;
13 if (msg.value < (highestBid + duration)){
14 revert();
15 }
16 if (highestBid != 0) {
17 refunds[highestBidder] += highestBid;
18 }
19 highestBidder = msg.sender;
20 highestBid = msg.value;
21 }
22 }
23
Figure 1: The CryptoRomeAuction Solidity source code.

Table 1: Example instances of CryptoRomeAuction.

<table>
<thead>
<tr>
<th>Bidder</th>
<th>Truthful</th>
<th>Untruthful</th>
<th>Collusion</th>
</tr>
</thead>
<tbody>
<tr>
<td>Valuation</td>
<td>P1</td>
<td>P2</td>
<td>P3</td>
</tr>
<tr>
<td>Bid</td>
<td>3</td>
<td>4</td>
<td>6</td>
</tr>
<tr>
<td>Allocation</td>
<td>X</td>
<td>X</td>
<td>✓</td>
</tr>
<tr>
<td>Price</td>
<td>0</td>
<td>0</td>
<td>0</td>
</tr>
</tbody>
</table>

valuation of the item. In another scenario, where \( p_3 \) bids five (un-truthfully), his/her utility would increase by one because of the lower clear price. This is called bid shading, which only affects the revenue from the auction in this example, but may affect other participants’ utilities in some other cases.

In the third scenario, \( p_2 \) and \( p_3 \) collude in order to gain extra profits. With full knowledge of each other’s valuations, \( p_2 \) and \( p_3 \) may decide to form a cartel and perform bid shading. One possibility is to have \( p_2 \) forfeit his/her chance and \( p_3 \) bids four, and they divide the profit equally among themselves. Each of them gains one unit of utility as a result.

Checking Fairness Properties. Given a mechanism model abstracting the auction settings, the set of fairness properties are well-defined and can be formally specified based on the model. The main challenge remains on how to extract the underlying mechanism model from the smart contract source code. Now we illustrate how this is done for CryptoRomeAuction in FairCon and outline the process of automated property checking as well as verification.

Albeit variations in implementations, all auction contracts share some common components, such as the bidders’ identifiers, their bids, and the allocation as well as clear price rules. We rely on users to provide annotations for these components directly on the source code, which are demonstrated on Lines 2–7 in Fig. 1. Specifically, the annotations specify the bidders’ information as a tuple, "@individual(msg.sender, msg.value)" indicating the variables used to store the identifier and the bid value, respectively. Similarly, "@allocate(highestBidder)" and "@price(highestBid)" indicate that the allocation result and the clear price are stored in highestBidder and highestBid, respectively. Finally, "@outcome" is used to label the function defining the auction allocation logic.

With these labels, we perform symbolic execution [33] on the bid() function treating the participants’ inputs—msg.value—as symbolic variables. The result of this would be two symbolic expressions for both highestBidder and highestBid, which symbolically represent the allocation and clear price functions, respectively. We can then use these information to synthesize an intermediate mechanism model, shown in Fig. 2. The model is specified in a customized language designed for auction and voting contracts. Details of the language syntax and semantics can be found in Sect. 3. At the high level, the model specifies information of the participating individuals and the auction rules: we consider a bounded model with only three bidders (i.e., msgsender1, msgsender2, and msgsender3), their bids have to satisfy the constraint specified in the assume clause, the allocation function is given as "arg max(msgvalue1,
msgvalue2, msgvalues), and the clear price function is given as “\(\text{max}(msgvalue1, msgvalue2, msgvalues)\).”

The intermediate mechanism model in Fig. 2 has well-defined mathematical semantics, which can be used to check the desired fairness properties. We encode both the model and the property with an SMT formula such that a counterexample exists if and only if the formula is satisfiable. More details on the encoding can be found in Sect. 4.2. If the formula is unsatisfiable, we are confident that the property holds for the bounded case with three bidders. We then attempt to prove the property by instrumenting the contract program with program invariants encoding the allocation and clear price clauses synthesized previously, but parameterized by an unbounded number of bidders. The instrumented program and the property are then passed to a program verification tool, such as Dafny [36], to perform the automated verification.

3 THE ANALYSIS FRAMEWORK FOR SMART CONTRACT FAIRNESS

In this section, we first provide necessary background and definitions on mechanism models and fairness properties well studied in the mechanism design literature [27, 43]. Then we give the abstract syntax and semantics of our mechanism modeling language to support automated model construction and property checking.

3.1 Smart Contracts as Mechanism Models

Mechanism design is used to design economic mechanisms or incentives to help attain the goals of different stakeholders who participate in the designated activity. The goals are mainly related to the outcome that could be described by participants’ payoff and their return in the activity. We model the logic behind smart contracts with a mathematical object known as the mechanism.

In a mechanism model, we have a finite number of individuals, denoted by \(N = \{1, 2, \ldots, n\}\). Each individual \(i\) holds a piece of private information represented by a type, denoted \(\theta_i \in \Theta_i\). Let the types of all individuals be \(\Theta = (\Theta_1, \ldots, \Theta_n)\), and the space be \(\Theta = \times_i \Theta_i\). The individuals report, possibly dishonestly, a type (strategy) profile \(\hat{\theta} \in \Theta\). Based on everyone’s report, the mechanism model decides an outcome which is specified by an allocation function \(d : \Theta \mapsto O\), and a transfer function \(t : \Theta \mapsto \mathbb{R}^n\), where \(O = \{o_i \in \{0, 1\}^n \mid \Sigma_i o_i = 1\}\) is the set of possible outcomes.

The preferences of an individual over the outcomes are represented using a valuation function \(v_i : O \times \Theta \mapsto \mathbb{R}\). Thus, \(v_i(o, \theta_i)\) denotes the benefit that individual \(i\) of type \(\theta_i\) receives from an outcome \(o \in O\), and \(v_i(o, \theta_i) > v_i(o', \theta_i)\) indicates that individual \(i\) prefers \(o\) to \(o'\). The individual \(i\)’s utility under strategy profile \(\hat{\theta}\) is calculated by subtracting the payment to be made from the valuation of a certain outcome: \(u_i(\theta) = v_i(\hat{\theta}, \theta_i) - t_i(\hat{\theta})\).

3.2 Fairness Properties

The fairness of smart contracts is usually subject to the understandings and preferences of the participating parties—a contract fair to one person may be unfair to the others. In particular, fairness can be considered from both the participants’ and the contract creators’ points of view. To capture such nuances, individual parties have to be modeled separately before such subjective fairness properties can be specified against the model.

Generally speaking, all properties which can be expressed in terms of the mechanism model defined in Sect. 3.1 are supported by our reasoning framework. To keep the presentation simple, in this paper, we focus on analyzing a set of generic fairness properties based on the mechanism models. We restrict the discussion to four types of well-studied properties in the literature, namely, truthfulness, optimality, efficiency, and collusion-freeness.

To formally define the properties, we first introduce an important concept—dominant strategy. We use \(\hat{\theta}_{-i}\) to denote the strategy profile of the individuals other than \(i\), i.e., \((\hat{\theta}_1, \ldots, \hat{\theta}_{i-1}, \hat{\theta}_{i+1}, \ldots, \hat{\theta}_n)\). Therefore, \((\hat{\theta}_i', \hat{\theta}_{-i})\) is used to denote the strategy profile which differs from \(\hat{\theta}\) only on \(\hat{\theta}_i\).

Definition 3.1 (Dominant Strategy). A strategy \(\hat{\theta}_i \in \Theta_i\) is a dominant strategy for \(i\), if \(\forall \hat{\theta}_{-i} \in \Theta_{-i} \cdot u_i(\hat{\theta}_i, \hat{\theta}_{-i}) \geq u_i(\hat{\theta}_i', \hat{\theta}_{-i})\). When equality holds, the strategy is a weak dominant strategy.

We say that a mechanism model is truthful if and only if for any individual and strategy profile, reporting one’s real type (truth-telling, i.e., \(\forall i \in N \cdot \hat{\theta}_i = \theta_i\)) is a dominant strategy.

Definition 3.2 (Truthfulness). Formally, a mechanism is truthful if and only if, \(\forall \theta \cdot \forall \hat{\theta}_i \in \Theta_i \cdot u_i(\hat{\theta}_i, \theta_{-i}) \geq u_i(\hat{\theta}_i, \theta_{-i})\).

Given an auction smart contract with many bidders competing for a single indivisible good, the account which creates the contract is the auctioneer and the accounts which join the auction are the bidders. If the auction prevents bidders from benefiting more by bidding less, it is truthful. When bidding untruthfully is not a good strategy, the auction can generally attract more honest bidders and the auctioneer can get higher revenue for the good on sale.

Definition 3.3 (Efficiency). We say a mechanism is efficient if and only if its allocation function achieves maximum total value, i.e., \(\forall \hat{\theta} \in \Theta \cdot \sum_i v_i(d(\hat{\theta}), \theta_i) \geq \sum_i v_i(d'(\hat{\theta}), \theta_i)\).

Suppose no bidder can affect any other bidder’s valuation. If the only winner is the bidder who values the good the most, the auction is efficient.

Definition 3.4 (Optimality). We say a mechanism is optimal if and only if its transfer function achieves maximum total net profit, i.e., \(\forall \hat{\theta} \in \Theta \cdot \sum_i t_i(\hat{\theta}) \geq \sum_i t_i'(\hat{\theta})\).

Similarly, if the winner is the one who bids the highest, the auction is optimal. In this case, the auctioneer receives the highest revenue.

We use \(\hat{\theta}_{ij}\) to denote the strategy profile of individuals other than \(i\) and \(j\), whose untruthful strategies increase the group utility, formally, \(u_i(\hat{\theta}_i, \hat{\theta}_j, \hat{\theta}_{-ij}) + u_j(\hat{\theta}_i, \hat{\theta}_j, \hat{\theta}_{-ij}) \geq u_i(\hat{\theta}_i, \hat{\theta}_j, \hat{\theta}_{-ij}) + u_j(\hat{\theta}_i, \hat{\theta}_j, \hat{\theta}_{-ij})\).

Collusion is a big concern in auction and other multi-player games. The basic 2-collusion freeness property in an auction means that any two bidders’ collusion cannot help them achieve higher gain. This prevents bid price manipulation to a certain extent, which helps guarantee fair chance for all bidders and maintain good revenue for the auctioneer. A more general version, i.e., \(n\)-collusion freeness, can be defined in a similar way.
We now propose a domain-specific language to facilitate the autocompletion of smart contract fairness. Similarly, the transfer function is the conjunction of the allocation from the "allocate" clause, which is evaluated as the allocation assumption where the item is allocated to the symbolic expression \( \text{allocation} \) as a boolean expression \( \text{assumption} \). More specifically, the individuals' bids are symmetric. To extract a mechanism model out of the smart contract source code, we first instrument the contract code with a harness program, and an intermediate mechanism model is synthesized as a result.

In order to perform property checking, the intermediate mechanism model, along with the desired property, are encoded as an SMT formula, such that the formula is unsatisfiable if and only if the property holds with respect to the model. We use an SMT solver to check and may declare the property holds when the number of participants are bounded by \( k \); otherwise, a counterexample is generated which disputes the property.

If we fail to find a counterexample in the bounded case, we may proceed to the fairness verification of the properties for unbounded number of participants. To do that, we modify the harness to account for an unlimited number of players, instrument it with program invariant as well as the desired properties as post-conditions, and rely on program verification tools to discharge the proof obligations. This either tells us that the property is successfully proved, or the validity of the property is still unknown, in which case we are only confident about the fairness for the bounded case.

4 THE FAIRCON FRAMEWORK

In this section, we present the FairCon verification framework for smart contract fairness. Figure 5 shows the overall workflow of FairCon. The framework consists of three modules, namely, model extraction, property checking, and fairness verification.

The smart contract source code is first automatically instrumented according to user-provided annotations. At this stage, we consider a \( k \)-player bounded model, and the instrumented contract code contains a harness which orchestrates the interactions between the players and the target contract. The extraction of the mechanism model is powered by symbolic execution of the harness program, and an intermediate mechanism model is synthesized as a result.

Language Semantics. The semantic mapping from the modeling language to the underlying mechanism model is summarized in Fig. 4. The "Indiv" rule maps the individuals and their reported types as well as valuations. More specifically, the individuals’ bids are mapped to their reported types \( \hat{\theta} \) and an individual of type \( \theta_i \)'s valuation of the item \( v_i(\theta_i, \hat{\theta}) \) is \( \text{val}_i \), where \( v_i \) denoted the outcome where the item is allocated to \( i \). The "Alloc" rule conjuncts the Boolean expression \( \text{assumption} \) from the "assume" clause and the symbolic expression \( \text{allocation} \) in terms of individuals' strategies from the "allocate" clause, which is evaluated as the allocation function. Similarly, the transfer function is the conjunction of the assumption and the clearprice expressions. There are some differences between auction and voting: clear price is absent from voting, where allocation is done by comparing the number of ballots (bids) by the participating individuals; whereas in auction, the individuals who bid no less than the clear price can be allocated the item.

This language works for the most commonly seen auction and voting contracts with fairness concerns, and similar languages can also be designed for other types of contracts (e.g., social games). The proposed modeling language can be modified and extended to establish suitable mappings from new contract types to the classic mechanism model. With the new modeling language, the model extraction and property checking algorithms can be directly reused.

3.3 Mechanism Modeling Language

We now propose a domain-specific language to facilitate the automated translation from smart contracts to mechanism models.

We define an abstract syntax of the mechanism modeling language, which is applicable to both auction and voting. Figure 3 shows the context-free grammar of the language. A mechanism model comprises one or more individuals, an assumption, an outcome, and a property to be verified. An individual is defined as a triple containing the identifier \( id \), bid amount \( bid \), and valuation \( val \). An assumption is a Boolean constraint which should be satisfied upon the entry of the contract. The outcome of the contract is specified by the allocation and the clear price functions, which are expressions over \( id \) and \( bid \). Voting contract typically does not have a clear price function. We allow properties to be specified using a Boolean expression optionally preceded by a "forall" quantifier.

Language Semantics. The semantic mapping from the modeling language to the underlying mechanism model is summarized in Fig. 4. The "Indiv" rule maps the individuals and their reported types as well as valuations. More specifically, the individuals’ bids are mapped to their reported types \( \hat{\theta} \) and an individual of type \( \theta_i \)'s valuation of the item \( v_i(\theta_i, \hat{\theta}) \) is \( \text{val}_i \), where \( v_i \) denoted the outcome where the item is allocated to \( i \). The "Alloc" rule conjuncts the Boolean expression \( \text{assumption} \) from the "assume" clause and the symbolic expression \( \text{allocation} \) in terms of individuals' strategies from the "allocate" clause, which is evaluated as the allocation function. Similarly, the transfer function is the conjunction of the assumption and the clearprice expressions. There are some differences between auction and voting: clear price is absent from voting, where allocation is done by comparing the number of ballots (bids) by the participating individuals; whereas in auction, the individuals who bid no less than the clear price can be allocated the item.

This language works for the most commonly seen auction and voting contracts with fairness concerns, and similar languages can also be designed for other types of contracts (e.g., social games). The proposed modeling language can be modified and extended to establish suitable mappings from new contract types to the classic mechanism model. With the new modeling language, the model extraction and property checking algorithms can be directly reused.
1 contract MechanismHarness {
2 // k-player bounded model
3    uint BID[k]; // symbolic values
4    uint VALUE[k]; // symbolic values
5    for (uint i=0; i<k; i++) {
6        // Example: msg.sender = i
7        require(msg.sender == toStr(i));
8        // Example: msg.value = BID[i]
9        require(msg.value == BID[i]);
10       // Example: bid() function inlined
11       require(bid() == BID[i]);
12       // Example: ALLOCATE = highestBidder
13       ALLOCATE = @allocate;
14       // Example: PRICE = highestBid
15       PRICE = @price;
16       // Check loop invariant
17       // PRICE = max(BID[0..i]) ∧ ALLOCATE = arg.max(BID[0..i])
18       assert(<invariant>);
19    }
20    // Check post condition
21    assert(<property>);
22 }

Figure 5: Workflow of the FairCon framework.

Figure 6: The harness program for mechanism model orchestration.

We rely on the annotations provided by users (e.g., Fig. 1) to
construct the loop body, which triggers a move from one particular
player. The variables controlling the player’s identifier and bid
value are assigned the corresponding symbolic values (Lines 7 and
9). In the case of Example 2.1, these variables are msg.sender and
msg.value, respectively. Then the allocation function (e.g., bid() in
Example 2.1) is inlined, and the resulting variables annotated by
@allocate and @price are stored as symbolic expressions (Lines
13 and 15). There are also two placeholder functions at Lines 18 and 21,
for assertions of loop invariant and post conditions, which will be
described in Sect. 4.3.

We then run symbolic execution on the harness program to
collect a set of feasible symbolic paths. Each symbolic path is
represented in the form of “Condition ∧ Effect”, where “Condition” and
“Effect” are Boolean expressions in terms of the symbolic vari-
ables defined earlier (e.g., BID[i] and VALUE[i] in Fig. 6). Here,
“Condition” represents the path condition which enables the execu-
tion of a particular program path; “Effect” represents the values
of the resulting variables (e.g., ALLOCATE and PRICE in Fig. 6). We
take all path conditions Condition_i, where the effect is successfully
computed (i.e., not running into errors or reverts), and use the
disjunction of them as the assumption of the model (i.e., “assume
\( \bigvee_j \text{Condition}_j \)”). Similarly, we use the effects as the corresponding
allocation and clear price functions. For example, in the mechanism
model, we have “allocate \( \bigvee_j (\text{Condition}_j \land \text{Effect}_j [\text{ALLOCATE}]) \)”
and “price \( \bigvee_j (\text{Condition}_j \land \text{Effect}_j [\text{PRICE}]) \)”.

4.2 Bounded Property Checking

For property checking, given a mechanism model \( M \) and a property
\( p \), our goal is to construct a formula \( \phi \) such that \( \phi \) is unsatisfiable if
and only if \( M \models p \). With the semantic rules defined in Sect. 3.3, it
is straightforward to obtain a formula encoding the allocation and
clear price functions, i.e., \( \phi_M = \delta(\theta) \land \iota(\theta) \).

We illustrate the encoding of properties using the truthfulness
as an example. Definition 3.2 states that a model \( M \) is truthful if
and only if the truth-telling strategy performs no worse than any
other strategies. Therefore, the high-level idea is to first encode
the truthful and untruthful strategies separately for an arbitrary
player, and then asserting that the utility of the player is higher
when he/she acts untruthfully. The encoding of the truthfulness
property \( p \) is shown as follows,

\[
\exists i \forall j : (i \neq j) \implies \\
(\phi_M \land (\text{bid}_i = \text{val}_i) \land (\text{bid}_j = \text{val}_j)) \quad \text{(Truthful)} \\
\land (\phi_M[\text{bid}_i/\text{bid}'_i, \text{ui}/\text{ui}'_i] \land (\text{bid}'_i \neq \text{val}_i)) \quad \text{(Untruthful)} \\
\land (\text{ui} < \text{ui}'_i). \quad \text{(Utility)}
\]

where \( i \) is a generic player with utility \( u_i \). The truthful scenario is
when all players (including \( i \)) bid the same amount as their val-
uations, i.e., \( \text{bid}_i = \text{val}_i \) and \( \text{bid}_j = \text{val}_j \). The untruthful model is
constructed by substituting the bid and utility variables of \( i \) with
new copies \( \text{bid}'_i \) and \( \text{ui}'_i \), and asserting \( \text{bid}'_i \neq \text{val}_i \). Finally, we assert
that \( u_i < u'_i \). If \( p \) is satisfiable, we find a counterexample where
an untruthful strategy performs better than the truthful strategy.
Otherwise, the truthful strategy is a dominant strategy for player $i$. The encodings of other properties are similar.

### 4.3 Formal Proof for Unbounded Model

Consider the harness program in Fig. 6. The loop iterates $k$ times to model $k$ players joining in each iteration. We use induction to prove that the smart contract satisfies the fairness property for arbitrary number of players. Following the standard approach to proving program correctness, an invariant for the for-loop is required, i.e., $\langle\text{invariant}\rangle$ in Fig. 6. Normally, the loop invariant has to be derived manually. Fortunately, smart contracts are usually written in a more standard way than arbitrary programs, which makes it easier to generalize invariants for the same type of smart contracts, e.g., auctions considered in this work. A set of predefined invariant templates (according to specific types of contracts) have to be provided to the framework as inputs (Fig. 5). The followings are three common types of invariants required for auctions:

- $\text{ALLOCATE} = \text{arg max}(\text{BID})$ \hspace{1cm} (TopBidder)
- $\text{PRICE} = \text{max}(\text{BID})$ \hspace{1cm} (1st-Price)
- $\text{PRICE} = \text{max}(\text{BID} \setminus \{\text{BID}[\text{arg max}(\text{BID})]\})$ \hspace{1cm} (2nd-Price)

The “TopBidder” invariant requires that the bidder with the highest bid becomes the winner. The “1st-Price” invariant requires that the highest bid is the clear price, while the “2nd-Price” invariant requires that the second highest bid is the clear price.

However, the invariant has to satisfy two conditions to conclude that the smart contract satisfies the fairness property. To elaborate on the conditions, we define the following notations. Let the harness program in Fig. 6 be abstracted as

$$\text{for} (\text{Cond}) \{ S; \text{assert}(Q) \} \text{ assert}(P),$$

where $\text{Cond}$ is the loop condition, $Q$ and $P$ are the $\langle\text{invariant}\rangle$ and $\langle\text{property}\rangle$, respectively, and $S$ represents the statements in the loop body before the assertion of the invariant. We also need the strongest postcondition \cite{18} operator for discussion. The notation $\text{sp}(\text{Pre}, \text{Stmt})$ represents the strongest postcondition after the program statement $\text{Stmt}$ is executed, provided the precondition $\text{Pre}$ before the execution. For example, $\text{sp}(x = x, \langle x := x+1 \rangle)$ would be $x = 3$.

We now formally define the validity for invariants. The invariant has to satisfy the following two conditions:

1. (1) the invariant is inductive, i.e., $\text{sp}(\text{Cond} \land Q, S) \Rightarrow Q$. Intuitively, it means that no matter how many iterations the loop performs, the invariant always holds.
2. (2) the invariant is strong enough to guarantee the fairness property, i.e., $Q \Rightarrow P$.

If the conditions are satisfied, we can conclude that the smart contract is fair for arbitrary number of players. The validity of the conditions can be checked by any program verification tools, and we use Dafny \cite{36} in this work.

Notice that, in the search for valid invariant, we give up those violating the two validity conditions when analyzing mechanism models for bounded number of players (c.f. Sect. 4.1). That is, only those invariants that are valid for the bounded models are considered in proving for arbitrary number of players. More fairness properties may be proved when customized invariants are provided.

### 5 IMPLEMENTATION AND EVALUATION

We implement the proposed approach in our tool FairCon, which takes an annotated smart contract source code with the fairness property to be checked as input, extracts its mechanism model for a finite number of players (c.f. Sect. 4.1), and then automatically perform symbolic path analysis on the model (c.f. Sect. 4.2). If the fairness property is violated in one symbolic path, FairCon generates a counterexample related to that path. All the symbolic path analysis is achieved based on the Z3 SMT solver. If no counterexample is founded within a finite number of players, FairCon then tries to prove that the smart contract satisfies the fairness property based on induction with the set of predefined invariants. During the process, Dafny \cite{36} is used to check the two validity conditions of invariants (c.f. Sect. 4.3) to establish the fairness proof. To explore the capability of our proposed approach in this paper, we evaluated FairCon to answer the research questions below:

- **RQ1**: How accurately does FairCon check fairness properties on smart contracts?
- **RQ2**: How efficient could FairCon be for mechanism model extraction and fairness property checking?
- **RQ3**: What are the common patterns for unfair smart contracts?

### 5.1 Experiment Setup

Many Ethereum smart contracts are token-based and derived from standard templates (e.g., there are 259,131 ERC-20 contracts on Etherscan), but such contracts have little fairness concerns. We collected 47,037 verified\textsuperscript{2} smart contracts running on Ethereum from the Etherscan website, among which we found 129 contracts whose name or code contains keyword “auction”. After code review for these smart contracts, we selected 20 typical auction contracts. The contracts that are not selected are either the presale contracts for auction or the auction contracts that end immediately after getting one bid, which are not within the scope of our fairness analysis in this paper. These selected contracts are actively in use, impacting many real users. For example, CryptoRomeAuction, hotPotatoAuction, and Deed are used to support popular DApps, and Deed has more than 1,469,061 transactions. In fact, the number of DApps on Ethereum is small (2.7K), compared with the total number of contract instances. Among the 20 selected auction contracts, we found that four auctions completely have the same structure. Finally, after removing duplicate or similar contracts, we selected 12 distinct auction contracts for our experiments. Apart from auction contracts, we also selected five voting smart contracts. So totally we have 17 public smart contracts (12 for auction and five for voting) for our experiments.

To find counterexamples, we set some configurations on mechanism models to be checked. For the auction mechanism model, there are three bidders, and the bid price and the valuation of bidders are arbitrary while allocation will be for one winner only. Similarly, for the voting mechanism model, we assume that five voters vote for two proposals as the basic configuration. Voter votes to any of proposals randomly, and his ballot could be reflected into the bid in our mechanism model. Voter has its own valuation for different proposals, and the winning proposal means the allocation.

\textsuperscript{2}A contract is labeled “verified” on Etherscan if its source code matches with the deployed version on Ethereum.

---

Towards Automated Verification of Smart Contract Fairness  
ESEC/FSE '20, November 8–13, 2020, Virtual Event, USA
We now discuss the experiment findings in details.

### 5.2 Experiment Results

We now discuss the experiment findings in details.

**Results for RQ1.** To answer RQ1, we evaluated FairCon by the selected 17 smart contracts with the configurations mentioned in Sect. 5.1. Tables 2 and 4 show the results for fairness checking on auction and voting contracts, respectively. In Table 2, the first column shows the names of the contracts, and the middle four columns show the result for the four fairness properties: truthfulness (T), collusion-freeness (C), optimality (O), and efficiency (E), respectively. The rightmost column indicates the time for mechanism model extraction ($t_{model}$) and for fairness property checking ($t_{check}$). Among the selected 12 contracts, four of them are found to be fair on at least one fairness property, while the remaining eight contracts are not fair for all the four fairness properties (with counterexamples generated). We had manually checked the generated counterexamples and confirmed that they are not false positives. Regarding the execution time, in our three-bidders experiments, model extraction time varied from 1.61 to 14.25 seconds because different contracts have different mechanism models to be extracted. Property checking is much faster than model extraction, which took around 0.1 seconds for each contract.

Table 3 shows the result of proving fairness properties for the 4 auction contracts that are fair on at least one fairness property, as shown in Table 2. The first column shows name of contract. The second and third columns show the invariant templates that are valid for proving fairness properties. The last column indicates which properties can be proved (T for truthfulness, C for collusion-freeness, O for optimality, and E for efficiency). The AuctionItem and BetterAuction contracts can be proved to satisfy the optimality property using the allocation invariant “TopBidder” together with the price invariant “1st-Price”, which also confirms that they are first price auctions. The Contract satisfies the TopBidder and “2nd-Price” invariants, based on which, FairCon can prove three properties for Deed, namely, truthfulness, collusion-freeness, and efficiency. It also confirms that Deed is a second price auction.

The EtherAuction contract is shown in Fig. 7, which is a variant of second price auction for a designated bid price only. Line 13 requires a fixed new higher bid price to update the four variables SecondHighestBid, SecondHighestBidder, HighestBid, and HighestBidder in Lines 15–18, respectively. It turned out that none of our predefined invariants are valid to prove any fairness property. This is because EtherAuction adopts the strategy of fixed bid price for each round, which makes it similar to (but actually not) typical second price auctions.

Table 4 shows the result of property checking for the selected five voting smart contracts, each of which is for five voters and two proposals. The first column shows the names of contracts. The last column, $t_{model}$, shows the model extraction time (in seconds). The middle two large columns show the average property checking time (in seconds) for the three properties: truthfulness (T), collusion-freeness (C) and efficiency (E). We have two settings for the valuation component in our mechanism model. One is ranging over real numbers $\mathbb{R}$, while the other is ranging over $\{0, 1\}$. The reason of having two settings is that no contract was found fair regarding any property, as shows in the second large column of

---

Table 2: Fairness checking on auction contracts.

<table>
<thead>
<tr>
<th>Contracts</th>
<th>Properties</th>
<th>Time (seconds)</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>T</td>
<td>C</td>
</tr>
<tr>
<td>Auction1</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Auction2</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Auction3</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>AuctionItem</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>AuctionManager</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>AuctionMultipleGuaranteed</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>AuctionPotato</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>BetterAuction</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>CryptoRomeAuction</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Deed</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>EtherAuction</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>hotPotatoAuction</td>
<td>✓</td>
<td>✓</td>
</tr>
</tbody>
</table>

Table 3: Fairness proving on fair auction contracts in Table 2.

<table>
<thead>
<tr>
<th>Contracts</th>
<th>Allocation</th>
<th>Inv. Price</th>
<th>Proved Property</th>
</tr>
</thead>
<tbody>
<tr>
<td>AuctionItem</td>
<td>TopBidder</td>
<td>1st-Price</td>
<td>O</td>
</tr>
<tr>
<td>Deed</td>
<td>TopBidder</td>
<td>2nd-Price</td>
<td>T, C, E</td>
</tr>
<tr>
<td>EtherAuction</td>
<td>N/A</td>
<td>N/A</td>
<td></td>
</tr>
<tr>
<td>BetterAuction</td>
<td>TopBidder</td>
<td>1st-Price</td>
<td>O</td>
</tr>
</tbody>
</table>

Table 4: Fairness checking on voting contracts.

<table>
<thead>
<tr>
<th>Contracts</th>
<th>Valuation: $\mathbb{R}$</th>
<th>Valuation: ${0, 1}$</th>
<th>$t_{model}$</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>T</td>
<td>C</td>
<td>E</td>
</tr>
<tr>
<td>Association</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Ballot</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Ballot-doc</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>HIDERA</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>SBIBank</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
</tbody>
</table>
contract EtherAuction {
  //Anyone can bid by calling this function and supplying the
corresponding eth
  function bid() public payable {
    require(auctionStarted);
    require(now < auctionEndTime);
    require(msg.sender != auctioneer);
    // If sender is already the highest bidder, reject it.
    require(highestBidder != msg.sender);
    address _newBidder = msg.sender;
    uint previousBid = balances[_newBidder];
    uint _newBid = msg.value + previousBid;
    if (_newBid == highestBid + (5 * 10 ** 16)) return;
    balances[_newBidder] = _newBid;
    highestBid = _newBid;
    secondHighestBidder = highestBidder;
    secondHighestBid = highestBid;
    highestBidder = _newBidder;
    latestBidTime = now;
    // Update the bidder’s balance so they can later withdraw
    // any pending balance
    balances[_newBidder] = _newBid;
  }
}

Figure 7: The EtherAuction Solidity source code.

Table 4, because the diverse R valuation of proposals brings the incentive for voters to lie and to conspire with others. In the {0, 1} valuation setting, as shows in third large column of Table 4, all the five contracts are truthful, collusion-free, and efficient. This is because, if a voter lies, he/she gets at most zero worth utility, and thus has no incentive to lie. Based on Table 4, we can observe that fairness property may depend on the configuration of mechanism models. Different configurations may have different results on fairness property checking. The checking time for the optimality property is not listed in Table 4 because smart contracts for voting do not have the component of transfer functions in our mechanism model so that optimality cannot be defined (c.f. Sect. 3.2). In addition, none of the predefined invariants are valid to prove that the five selected voting contracts are fair. We need to construct other valid invariants manually, which is one of our future works.

Answer to RQ1: Since there is a lack of ground truth, we manually investigated the cases and the results of FairCon were confirmed.

Results for RQ2: The time costs studied in RQ2 can be divided into two parts: model extraction and property checking. Overall, the model extraction takes much longer time and the property checking is efficient (taking less than one second for each case), as shown in Tables 2 and 4.

To explore the efficiency of FairCon further, we selected the CryptoRomeAuction contract to make performance experiments on FairCon. Figures 8 and 9 show the execution time for mechanism model extraction and fairness property checking when the number of bidders increases, respectively. In Fig. 8, the x-axis shows the number of bidders, while the y-axis shows the mechanism model extraction time in seconds. We can observe that model extraction time is nearly exponential to the number of bidders involved, which is reasonable because every participant is independent. When the number of bidders is under six, the model extraction time is less than 10 minutes, which is tolerable. Once the number of bidders goes beyond six, the time increases exponentially.

Figure 9 shows the property checking time, where the x-axis indicates the number of bidders, and the y-axis indicates the property checking time in seconds. We can observe the same trend as that in Fig. 8, i.e., the execution time is exponential to the number of bidders involved. However, property checking is much faster than model extraction since model extraction requires symbolic execution, which is heavy in computation. Mostly the checking time is less than one second. We can also observe that the checking time for truthfulness or collusion-freeness is at least doubled than that for optimality and efficiency. This is because truthfulness and collusion-freeness properties need to consider the strategy as well as the outcome spaces, while optimality and efficiency properties only have to consider the outcome space.

Running FairCon on a large number (i.e., k, which is theoretically unbounded) of players is impractical for symbolic execution. The results indicate that FairCon can find counterexample(s) with small k (e.g., three to five), if the contract is indeed unfair (e.g., k = 3 in Table 2 and k = 5 in Table 4). Otherwise, as shown in Table 3, FairCon could use invariants observed during the small k runs in
an attempt to prove that the fairness property holds for arbitrary values of \( k \).

**Answer to RQ2.** Although model extraction is the bottleneck of FairCon, it is a one-time task and need not be performed for a large \( k \). FairCon is efficient for fairness property checking.

**Results for RQ3.** Fairness issues in smart contracts are real. For example, EtherAuction (as shows in Fig. 7) was reported as a scam,\(^3\) where bidders compete for one Ether by gradually increasing their bids. Our results confirmed its unfairness: although truthfulness and collusion-freeness holds for a bounded \( k \), optimality and efficiency are violated. Based on our review of the subject contracts, we summarize some patterns below.

1. Contracts implementing the first price auction and their variants do not satisfy the truthfulness property. For example, the aforementioned BetterAuction is implementing a typical open first price auction, where the top bidder has the incentive to lower his/her bid price but still remain the winner.
2. Contracts implementing the first price auction and variants do not prevent against collusion. For example, BetterAuction does not satisfy the collusion-freeness property, since two bidders have the chance to lower the clear price and to be the winner, increasing their group utility.
3. Contracts implementing the second price auction and their variants do not satisfy the optimality property. For example, Deed is one of the contracts implementing the second price auction. Since the clear price is the second highest bid, the contract may not be optimal with a potential decrease in total revenue.
4. Contracts implementing the first price auction and their variants are not efficient. This is because first price auctions are untruthful, and the winner may not be the one who has the highest valuation of the item.

We envision that fairness checking be included as a part of the common-practice validation process to improve users’ confidence towards DApps powered by smart contracts. We hope the fairness issues in smart contracts can be mitigated by alerting developers and users these common patterns.

**5.3 Threats to Validity**

Our evaluation results are subject to common threats to validity.

**Lack of ground truth.** It lacks ground truth for the contracts and properties we studied. Two of the authors manually inspected the subjects and our results independently, which took around half an hour for each contract. We confirmed that the counterexamples provided by our tool are valid.

**External validity.** The types of contracts and properties considered in this work are limited. Our findings may not be generalized to other cases. The DApps implemented with smart contracts usually follow typical patterns, mainly due to the limitations on language syntax and considerations on gas consumption. We believe that other types of game-like contracts would behave similarly.

---

\(^3\)https://hackernoon.com/take-your-chances-at-the-ether-auction-game-3869d1ec80b

---

**6 RELATED WORK**

Our work is closely related to the following research areas: (1) the functional correctness and security analysis of smart contracts, (2) the verification of fairness properties in traditional software systems, (3) and mechanism design as well as game theory.

**6.1 Smart Contract Analysis and Verification**

Since smart contract applications are often used to manage a large sum of funds, detection of security flaws in smart contracts received a lot of attention. The violation of important security properties leads to many well-known smart contract vulnerabilities [52]. For example, a smart contract which fails to check the return value of a (possibly failed) external call operation, has the unchecked call vulnerability [23, 46]. The execution logic of a smart contract that is not independent of environmental variables, e.g., the block timestamp, is prone to dependence manipulation [57], including the timestamp vulnerability [37]. If the business logic of a smart contract depends on its mutable state parameters, such as balance and storage, then it has the transaction-ordering dependence problem. A smart contract is reentrant, if provided with enough gas, an external callee can repeatedly call back into it within a single transaction. Missing permission checks for the execution of a transfer or a selfdestruct operation make a smart contract prodigal and suicidal, respectively [42]. Absence of proper checks for arithmetic correctness make Ethereum contracts prone to integer and batch overflow/underflow [20, 49]. Furthermore, the progress of a smart contract can be compromised by gas-exhaustive code patterns [14, 22].

To address these security issues, Ellul et al. developed a runtime verification technique, ContractLarva [19], to rule out certain unsafe behaviors during the execution of smart contracts. Oyente [2, 37] is one of the first to detect smart contract vulnerabilities using symbolic execution. ContractFuzzer [29] is among the early fuzz testing tools and Mythril [1] is a well-known security analysis tool which combines symbolic execution and taint analysis to detect nearly 30 classes of vulnerabilities. There are many other tools [12, 32, 48, 50, 53, 55, 56] designed for the similar purpose.

Another popular direction is using formal techniques to ensure the functional correctness of smart contracts. Bhargavan et al. devised a functional programming language, named F* [10], to facilitate the formal verification of Ethereum smart contracts. Based on F⁎, Grishchenko et al. presented the first complete small-step semantics of EVM bytecode [23]. Hildenbrandt et al. presented an executable formal semantics for the Ethereum platform, named KEVM [25], based on which, Park et al. [44] presented a deductive verification tool, capable of verifying various high-profile and safety-critical contracts. Jiao et al. developed the operational formal semantics for the Solidity programming language, named K-Solidity [30, 31]. Abdellatif et al. [5] formalized blockchain and users’ behaviors to verify properties about their interactions using statistical model checking. Nehai et al. [41] applied model checking to verify smart contracts from the energy market field.

Most of the smart contract analyses mentioned above focus on finding bugs or security vulnerabilities, which highlight mismatches between contract developers’ expectations and how the contract code work; whereas the fairness issues considered in our paper
highlight mismatches between the contract users’ expectations and the actual implementation of the game rules.

6.2 Fairness Checking in Software Systems

We believe that fairness should be considered a software quality attribute—which can be functional correctness, security, privacy, choice—one needs to consider throughout the software development process. Smart contract is an emerging type of software application with often multiple interacting participants, where fairness becomes a lot more relevant.

The problem of algorithmic fairness is considered in many modern decision-making programs [6, 17, 60], either learned from data or created by experts. The term “fairness” can be subjective depending on the actual contexts. Verma and Rubin [54] collected definitions of fairness from different software domains and explained the rationales behind these definitions. From the software specification and verification perspective, Albarghouthi et al. [6] treated decision-making algorithms as probabilistic programs and proposed to verify formally defined fairness properties on a wide class of programs. D’Antoni et al. [7] introduced the concept of fairness-aware programming and presented a specification language and runtime monitoring technique which allows programmers to specify fairness properties in their code and enforce the properties during execution. In general, the fairness definition in such decision-making programs is that the program shows no bias towards certain groups of users. There is little consideration in terms of the interactions, interests, and conflicts between users and programs, or between users and users.

With regard to smart contracts, Bartoletti et al. [8] found through a survey that nearly 0.05% of the transactions on Ethereum could be owing to Ponzi schemes. Chen et al. [15] identified patterns in contract applications implementing Ponzi schemes, and built a classifier to detect suspicious schemes using data mining and machine learning. Such contracts can be considered violating fairness properties, in the sense that not all participants have the same chance of gaining profits. In this work, we expand the notion of fairness in smart contracts to include any properties expressible in mechanism models.

6.3 Mechanism Design and Game Theory

Mechanism design has been well studied in the economic domain [27, 34, 35, 38]. These works offer the theoretical foundation for our model extraction and fairness verification. Many fairness properties we used in this paper are also inspired by them. Maskin [38] articulated some important concepts, such as outcomes and social goals, in implementation theory, which is a part of mechanism design. He offered a well-defined example to show how to achieve social goals. Jackson [27] presented mechanism theory in a full view and provided formal definitions to many concepts belonging to this domain, while Klemperer [34] introduced the most fundamental concepts for auction and carried out a thorough analysis of optimal auctions, the equivalence theorem, and marginal revenues. Lehmann [35] revealed how to exploit truth revelation in realizing approximately efficient combination auction which emphasized the co-exist problem of optimal auction and efficient auction.

Mechanism design and game theory were also applied on the smart contract design. Hahn et al. [24] implemented a Vickrey second price auction on a smart contract to setup and operate a market of energy exchanges. Similarly, Chen et al. [16] provided an e-auction mechanism based on blockchain to ensure confidentiality, non-repudiation, and unchangeability of the electronic sealed bid. CReams [59] implemented a collusion-resistant k-Vickery auction. Galal and Youssef [21] presented a smart contract protocol for a succinctly verifiable sealed-bid auction on the Ethereum blockchain to protect bidders’ privacy. Mccorry et al. [39] proposed the first implementation of a decentralized and self-tallying internet voting protocol using smart contract to guarantee secure e-voting. Bigi et al. [11] combined game theory and formal models to analyze and validate a decentralized smart contract protocol, named DSCP, and used game theory to analyze users’ behavior. Chatterjee et al. [13] studied two-player zero-sums games and performed a quantitative analysis of players’ worst case utilities. These works employ certain levels of fairness analyses, mostly manual, on some one-off applications. In contrast, we provide a more general framework with maximal automation support.

7 CONCLUSION AND FUTURE WORK

In this paper, we proposed an approach to analyze fairness properties of smart contracts. We implemented FairCon to automatically extract mechanism models from smart contracts with user-provided annotations, and experimentally evaluated it on 17 real-world auction and voting contracts. The experiment results indicate that FairCon is effective in detecting property violations and able to prove fairness for common types of contracts.

In the future, we would like to apply FairCon to other types of smart contracts beyond auction and voting. It can also be extended to check for other types of fairness properties that are critical in maintaining the integrity of blockchain applications.

ACKNOWLEDGMENTS

This research is partly supported by the Ministry of Education, Singapore, under its Academic Research Fund Tier 2 (MOE2018-T2-1-068) and the National Research Foundation, Prime Ministers Office Singapore under its National Cybersecurity R&D Program (NRF2018NCR-NCR005-0001).

REFERENCES


